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1

S YSTEM OVERVIEW

Our system design is motivated by the need to simultaneously observe multiple data modalities. The main output from the cosmological simulation is a set of particle data, where each particle represents a dark matter parcel which coalesces into larger structures
over time. Next, the data is run through a halo ﬁnding algorithm
(Rockstar [1]), which detects groups of gravitationally bound particles and identiﬁes them as halos. Lastly, a merger tree generation
tool (Consistent Trees [2]) analyzes the hierarchical evolution of halos as they continue to merge into larger structures. Although each
of these data modalities are generated through an iterative process,
an understanding of their interplay is essential. Since information
about the raw particle data and the extracted halos inform one another, we designed a multi-view exploration tool and enhance these
views with both qualitative and quantitative information. Because
of the scale of the data and the multitude of features, we aim to provide capability to both locate and focus analysis on speciﬁc features
of interest.
Figure 1 shows an overview of the workﬂow of the visualization
system. Since the raw particle data is too large to interactively manage on a single desktop PC, we utilize a remote parallel renderer to
visualize the particles. The halo information and merger trees however, are small enough in scale that they can be managed locally.
The interactive visualization system communicates between the local ﬁle systems and the remote renderer for seamless exploration
of each of the data modalities. The visualization tool utilizes three
main views that can be used to explore the data: a particle explorer
for a direct 3D rendering of particle or halo data, a merger tree view
for the exploration of merger trees, and a quantitative view that displays statistical plots of halo and particle variables.
2

V ISUALIZATION TOOLS

AND

H ALO E XPLORATION

Figure 2 shows a snapshot of the user interface which integrates the
three visualization tools. The quantitative view as well as the 3D
particle rendering are placed in the top-left and top-right respectively, whereas the merger tree visualization is placed below. Above
the merger tree is a slider which can be used to select a particular
timestep. The tabs above the quantitative view reveal additional
interface elements, such as a transfer function editor for coloring
the 3D particles or an interface to semi-analytical model codes, like
Galacticus. Each of the views can be resized relative to the others
in order to provide additional visual detail when working in that
particular view. In additon, all views are linked with one another so
that selections made in one view will be reﬂected in the other views
as well. This allows users to use any of the available data modalities
to reﬁne which parts of the data to explore in more detail.
∗ e-mail:
† e-mail:
‡ e-mail:
§ e-mail:

¶ e-mail:
 e-mail:

apreston@ucdavis.edu
fasauer@ucdavis.edu
rghods@ucdavis.edu
njleaf@ucdavis.edu
jrxie@ucdavis.edu
ma@cs.ucdavis.edu

IEEE Scientific Visualization Conference (SciVis) 2015
25-30 October, Chicago, Il, USA
978-1-4673-9785-8/15/$31.00 ©2015 IEEE

2.1 Remote Particle Renderer
The remote particle renderer offers insight into the physical structure of the data. Although quantitative analysis provides important
statistics for understanding found halos, a 3D view of the simulation particles can show the physical behavior of the system in a
more intuitive way. Figure 3 shows a 3D rendering of the particles colored according to their velocity magnitude (blue particles
are moving slowly while green particles are moving quickly). We
make the particle view fully interactive; users can control various
settings, such as the viewing angle using standard camera controls
(rotate, zoom, pan, etc.) or the color and transparancy mapping
using a built in transfer function editor.
In addition, users can select groups of particles using this view as
well. We employ a two-step process to select particles in 3D space
on the 2D screen. Users ﬁrst select particles from one viewing angle
of interest using a box selection tool. This deﬁnes a view frustum
that extends inﬁnitely in the direction perpendicular to the screen.
Next, users can adjust the length of this frustum from an orthogonal
viewing angle to ﬁnalize the selection volume. Any particles/halos
that are selected in this view are correspondingly selected in the
other two views as well.
Producing such a view, given the large number of particles that
can exist in a single timestep, introduces several challenges. First,
users must be able to explore the data at an interactive speed in order
to quickly and efﬁciently gain an intuitive understanding of the particle behavior. Second, selections made by the user in other views
may be quite spatially distant from one another in the 3D domain.
As a result, the entire spatial extent of the domain must sometimes
be rendered in order to accommodate such requests. To meet these
challenges, we incorporate a parallelized particle renderer using a
remote server. The rendering server is designed to run on a large
visualization cluster and can handle data sizes that would otherwise
be infeasible to render using a single desktop PC.
Our parallel particle renderer follows four main steps: data partitioning and loading, local particle splatting, compositing, and ﬁnally sending the resultant image to the client. The data is partitioned according to an even domain subdivision into spatially contiguous chunks. Although the particle data can sometimes be sparse
(particularly in later timesteps when dark matter particles have coalesced), it tends to be fairly uniformly distributed and will tend to
produce an even load across each of the computing nodes. Each
chunk of particles is rendered locally on the GPU by splatting them
to the screen as partially transparent disks and blending accordingly. The data chunks are organized into a spatial subdivision tree
for easy sorting in view order, and compositing is handled by the
2-3 Swap parallel compositing algorithm [7]. After compositing,
the ﬁnal image is compressed on the head node before being sent
over the network to the visualization client. Additional communication between the client and server handles sending any interactive
settings required by the renderer. These settings, such as viewing
parameters, particle/halo selections, or color mapping, are transmitted whenever their values change.
2.2 Merger-tree View
Next, we provide an interactive visualization and selection tool for
the halo merger trees. Each halo present in the ﬁnal timestep of the
simulation has an associated merger tree describing its past. These
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trees contain a node for each halo, as well as edges connecting halos
with their progenitor and descendant halos. More speciﬁcally, this
view shows the evolution of the halos that grew to form the one in
question, and the halos that form from it afterwards. The system
reads locally available data, which speciﬁes ID numbers for each
halo and its progenitors, and calculates the corresponding tree. This
short one-time preprocessing task is evaluated when the dataset is
ﬁrst loaded.
The merger tree visualization itself draws the tree-like structure
and allows for interactive exploration. An image of this view can
be seen in Figure 4. While the horizontal axis represents time, the
vertical axis can be mapped to any halo-speciﬁc property of interest
(the mass of the halo in this case). In this example, the vertical lines
in the ﬁgure occur when a smaller halo merges with a massive halo
resulting in a jump in mass. Our system also offers zooming and selection capabilities; the zoom reduces the visible range of timesteps
or the mapped property, while the selection feature allows for highlighting particular trees or descendant node families. The selection
is highlighted and corresponding particle IDs are communicated to
the remote particle renderer so that the particles belonging to the
selected halos/nodes can be highlighted as well in 3D space. This
can be seen in Figure 5. We use a radial nearest-neighbor based approach to estimate which particles correspond to the selected halos,
resulting in the nearly spherical shape seen in the ﬁgure. Lastly,
mousing over portions of the merger tree will display additional
relevant information for that particular halo node.
Given this data size, viewing all the trees simultaneously would
not allow for detailed visual analysis of the merging activity due to
overplotting and clutter. We employ two methods for reducing the
number of merger trees needed for visualization. One approach is
to select and focus solely on a single merge tree of interest. For
example, ﬁnding merger trees that do not behave as expected might
help to identify errors in the halo ﬁnder code. A massive halo that
suddenly appears in one timestep is not physically feasible, since
it must coalesce over time from a mass close to the simulation’s
minimum mass resolution. Therefore, we offer the option to select
merger trees which contain such anomalous features. The second
method invoves selections in the other views. For example, a selection made in the 3D particle view will only show corresponding trees which contain the selected particles. Overall, the reduced
number of halos (compared to the raw particles) means that we can
store and visualize the merger tree data at an interactive rate using
a local desktop computer.

codes are separate entities from our visualization software, we provide an interface which can be used to adjust key parameters and
launch a separate process to begin computation. An example of
this interface can be seen in Figure 7. While Galacticus runs in the
background, users are still free to interact with the visualization tool
while they wait for the new results. Once ﬁnished, a pop-up notiﬁes
the user that the new data is ready.
Any new halo variables produced by Galacticus are now available to be loaded into the visualization tool and can be represented
in any of the three views. In our implementation, Galacticus runs
locally since the merger tree data sits client side. Figure 8 shows
an example of reading galacticus produced variables in the quantitative view (in this case, stellar metal vs gas metal abundance). The
points represent a halo selection made in the merger tree view.

2.3

For the majority of the examples presented through the images in
this paper and submission video, we used the 1283 particle dataset
provided through the contest. However, we began to test the scalability of our tool using larger versions of the data from the Dark
Sky data release [6]. We tested our system up to a scale of 40963
particles and found that we can retain modest interactivity. The
distributed nature of the remote particle renderer that we employ
allows for the visualization of even larger datasets with little to no
modiﬁcation. Additional particles can be included with very little
increase in overhead by incorporating additional computing nodes
into the remote particle render. The highly parallel nature of this
type of distributed rendering ensures that communication costs between nodes can be kept small.
In our system design, the merger tree visualization operates locally due to the much smaller scale of the merger tree datasets. In
addition, since users tend to only explore one or few merger trees at
a time, it is unlikely that the system will become over stressed as the
number of merger trees increases. However, it is possible that future
simulations could produce merger tree data too large to be handled
efﬁciently at a local level. For example, generating a merger tree
that is at a much higher resolution, coupled with simulations that
produce even larger sets of raw particles, could potentially result in
a noticeable slowdown in the interactivity of the tool.

Quantitative View

In order to provide concrete quantitative analysis as a compliment
to the qualitative features of the other views, we incorporate a graph
plot, which utilizes the QCustomPlot library [4]. We employ this
view for several speciﬁc applications, each extending the usefulness
of the two other views with additional quantitative information.
The user can choose to see quantitative information about the
particles that make up a selected dark matter halo. This halo may
be selected from either the merger tree view or the 3D view. An example of this plot can be seen in Figure 6. Plotting velocity versus
distance from halo center, for example, provides additional information about the halo’s behavior that is not apparent in the merger
tree or 3D views. Such a plot highlights the difference between
a stably rotating halo, perhaps, and one in the process of violent
mergers. Velocity-based information of the particles can provide
additional clues as to how structures, such as galaxies, might be
forming in that location.
3

S EMI - ANALYTICAL M ODELS

Next, we describe how our visualization system can interface with
semi-analytical model codes to further investigate halos and their
properties. We use Galacticus [3] as an example. Although these
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4

H ALO S UBSTRUCTURE

Understanding halo substructure is another key area of interest.
Once halos are selected, the structure of the particles making up
each halo can be explored by manipulating the 3D view. Coloring
particles according to individual variables, such as their velocity
magnitude, or spatial properties, such as their distance to the halo
center, can help users visualize and study their internal structure.
The quantitative view accompanies this exploration by displaying
detailed information, such as the distribution of particles with a particular property, or more aggregate information, such as the average
properties of particles within a halo over time.
Using the merger tree view to identify halos and timesteps where
many merges are currently happening can help to identify halos that
contain complex substructures. Figure 9 shows a user selecting a
particularly interesting halo from the merger tree which resembles a
large ﬂuctuation in mass. Next, the substructure can be explored in
more detail using the 3D particle view and quantitative plots. This
halo has a complex set of particle clusters as well as ﬁve distinct
peaks in a plot of particle velocity vs. distance to halo center.
5

D ISCUSSION

While the prior examples focus on the current contest tasks, our
framework was designed with scalability and versatility in mind as
well. As a result, our visualization tool can easily be adapted to
larger dataset sizes and other datasets with similar modalities.
5.1

Scalability

In the future, we plan to implement all three visualization views
in a remote and parallelized setting. In such an implementation, all
of the data produced by the simulation can remain in a distributed
storage setting while analyzed remotely from a local desktop computer. Moreover, this will reduce the I/O costs associated with
dataset transfers between different locations. The challenge with
implementing the merger tree view in a distributed manner is that
operating on the highly interconnected nature of halos, progenitors,
and descendants can result in large communication costs between
computing nodes. In order to maintain scalability, it is likely that
some form of node-level data redundancy will need to be implemented for this view.
5.2

[7] H. Yu, C. Wang, and K.-L. Ma. Massively parallel volume rendering
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Applicability to Other Datasets

Our visualization system has applications to other datasets as
well. Since many other cosmological simulations retain a similar
particle/halo/merger-tree data model, this system can also be used
to draw comparisons between different simulations and their underlying algorithms. We tested our visualization software using data
from the Hardware Accelerated Cosmology Code (HACC) [5] from
Argonne National Laboratory. The data consisted of about 1 billion
particles with 400 thousand merger trees and was also able to be
explored interactively. An image showing this dataset can be seen
in Figure 10.
Flow visualization is another broad area that can beneﬁt from
such a visualization tool. The large particle-based data in Lagrangian ﬂow representations can be visualized using our parallel
particle renderer. Any accompanying Eulerian features and regions
of interest that are identiﬁed and tracked throughout the simulation
can also be displayed using our merger tree visualization. The hierarchical structure of features that form, split, and merge throughout
the simulation can be well represented using this view. Moreover,
linking these views can enhance the exploration of particle and feature correspondence and lead to a ﬁner understanding of underlying
processes.
6

C ONCLUSION

Overall, we present a unique visualization system which provides
a set interactive views to simultaneously analyze the various data
modalities associated with cosmological simulations. By coupling
local data manipulation with a distributed remote renderer, users
can seamlessly interact with both the smaller and larger scale data
types. We demonstrate the usefulness of such a tool through a number of examples and case studies designed to look at potentially
interesting aspects of the data. We hope that this tool can aid researchers in uncovering subtle patterns in their data and allow them
to further advance our understanding of the universe.
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Figure 1: An overview of the system workﬂow. The large scale particle data resides in a distributed system and is visualized using a parallel
remote renderer. The smaller scale merger tree data resides locally and is rendered using a desktop computer. Halo data is duplicated in each
location for easy access.

Figure 2: An overview of the user interface with each of the visualization views: the 3D remote particle renderer (top-right), the merger-tree view
(bottom), and the quantitative view (top-left).
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Figure 3: A rendering of the full particle data colored according to velocity magnitude. Blue particles are moving slowly while green particles are
moving quickly.

Figure 4: An overview of the merger tree view. The horizontal axis represents time while the vertical axis represents a selected variable (halo
mass in this case). Line segments connect halos between timesteps to indicate progenitors and descentants. A selection is made and is
highlighted in orange.
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Figure 5: A selection made in the merger tree view highlights trees in orange. The corresponding particles become selected in the particle
renderer view as well.

Figure 6: An overview of the quantitative view. A halo of interest is selecteded using the merger tree view. The quantitative view can show
accompanying statistical information, such as a scatterplot of velocity magnitude vs. distance to halo center for all particles containted in the
selected halo.
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Figure 7: An overview of the interface to galacticus. Users can adjust key parameters and launch galacticus to run in the background while
continuing to explore other aspects of the data.

Figure 8: Reading galacticus produced variables in the quantitative view from a halo selection made in the merger tree view. We can see a
scatterplot of the abundance of stellar or gas metals.
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Figure 9: An example of a selection of a particularly interesting halo from the merger tree which resembles a large ﬂuctuation in mass. The
substructure can be explored in more detail using the 3D particle view and quantitative plots. This halo has a complex set of particle clusters as
well as ﬁve distinct peaks in a plot of particle velocity vs. distance to halo center.

Figure 10: An image showing halo positions in the 3D view for the HACC dataset.
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